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Abstract. In this paper, a neural network that learns to play the board game of Go-Moku is presented. The 
approach is based on an appropriately designed network architecture for evaluating each non-occupied board posi-
tion and a reinforcement learning algorithm for training the network during a series of games played against an 
opponent. The performance of the proposed network is illustrated by presenting experimental results. 

1 Introduction 

Board games represent an ideal testing ground for 
studying a variety of concepts and approaches in the 
fields of artificial intelligence, machine learning and 
neural networks [13]. Most games have simple rules 
of play, a playing environment which is easy to auto-
mate, and well defined criteria for performance mea-
surement. At the same time, the aim of developing 
automated approaches for playing at expert level re-
quires the development of sophisticated strategies for 
searching an enormous and complex space of allowed 
game states. 

In this paper, a neural network based on reinforce-
ment learning [9] is presented that learns to play the 
game of Go-Moku. The game, also known as five-
in-a-row, Gobang or Omok, is played on the 225 in-
tersections of 15 horizontal and 15 vertical lines with 
two players, each of them having a supply of black or 
white stones, respectively. The players take it in turns 
to place a stone on an empty intersection, henceforth 
called a board position. The winner is the first who 
completes a horizontal, vertical or diagonal line of five 
adjacent stones of his or her colour. Once placed on the 
board, the stones are never moved during the game. If 
the board is filled and no player has succeeded in ob-
taining five stones in a row, the result of the game is a 
draw. 

The game is strategically far less complex than the 
related game of Go (in the early days, Go-Moku was 
actually played on a 19 by 19 Go board). For many 
decades, Japanese professional players have stated that 
the beginning player (black) is able to always win the 
game with his or her best moves [13, 17]. However, 
many attempts to develop a program exhibiting this 
skill have failed, and it was only in 1993 when Allis 
et al. [1, 3] presented their Go-Moku program Victoria 
which provably defeats any opponent if it moves first. 

In order to reduce the advantage of having the first 
move and to make it more difficult for black to win 
the game, several variants of Go-Moku, such as Renju 
(16, 17] and Pente [16], have been invented, in which a 
number of restrictions are put on black. 

Previous approaches to automated Go-Moku play-
ing (3, 4, 6, 27, 29] are typically based on game tree 
search techniques, such as a-{3 search (12], threat-space 
search (2], and proof-number search (1], where in each 
situation only a restricted number (usually 10-15) of 
the "best-looking" moves (selected heuristically) are 
used as the starting points of the search, with a search 
depth ranging between 16 and 30 ply. In addition, 
the strongest Go-Moku programs (e.g. Polygon, Ver-
tex (27]) use an opening book for the initial phase of the 
game and/or transposition tables to increase the effi-
ciency of the search. Therefore, it is not surprising that 
the effort required to implement a high quality Go-
Moku program can become quite large. For example, 
the implementation of Victoria required about 20.000 
lines of C code, and the computation time to perform 
the search for the best moves has been reported to be 
12 days on a cluster of 11 SUN Sparcstations [1). 

Apart from the game tree search techniques, neu-
ral networks are promising candidates for automated 
board game playing, since they are - at least in prin-
ciple - able to learn the skills for successful play from 
examples. Different learning methods have been ap-
plied to board games in the last years; the reinforce-
ment learning paradigm (9) seems to offer the highest 
potential for success. 

Reinforcement learning algorithms [11) for neural 
networks are based on the availability of an external 
teacher who is able to indicate whether the network is 
in a desirable state or not, without supplying instruc-
tive information about how to reach desirable states. 
Usually, a scalar reinforcement signal is provided to 
evaluate the network behaviour in terms of success or 
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failure, but the network itself is responsible for obtain-
ing directional information about possible behavioural 
changes by probing the environment through the com-
bined use of trial and error and delayed reward [9]. 

In board game applications, the reinforcement signal 
("won" or "lost") might only be generated after a long 
sequence of moves has been performed . In this case, 
the network must somehow be able to assign credit 
or blame individually to each action in the sequence 
of moves that led to the final outcome, i.e. it must 
provide a solution to the temporal credit-assignment 
problem [8]. 

Several approaches applying reinforcement learning 
techniques to game playing have been described in the 
literature. For example, the temporal-difference learn-
ing method (21] is employed in Samuel's early stud-
ies of machine learning using the game of checkers 
[18], in Schraudolph et al.'s investigation of Go [20], 
in Thrun's [26] and Schmidt's [19] chess network ap-
proaches, in Yee et al.'s tic-tac-toe proposal [28) and in 
Tesauro's backgammon network [24, 25] which outper-
forms his previous backpropagation-based Neurogam-
mon system [22, 23] and is able to play at a master 
level that is extremely close to the world's best human 
players. 

In contrast to backgammon, Go-Moku is a determin-
istic game which does not rely on dice rolls. Backgam-
mon uses a probabilistic function to reach the next 
move and so, at each ply, there are almost about 20 
legal moves for each of the 21 dice combinations. This 
high branching ratio makes the game quite complex 
and uncertain for tree search strategies or look-up ta-
bles, but since the dices produce a high degree of 
variability, a neural learner is able to explore more 
of the state space than without a random compo-
nent. In deterministic games such as Go-Moku, the 
game-theoretic value function is more discontinous and 
therefore harder to learn. This is the reason why 
in some . neural network approaches to deterministic 
games external noise is injected during the learning 
phase in order to somehow simulate the dices [25]. 

To the best of our knowledge, the approach proposed 
in this paper represents the first application of a neural 
network to the problem of automated Go-Moku play-
ing. It is not aimed at developing an undefeatable 
Go-Moku program when playing black, but rather to 
investigate how neural network learning algorithms can 
be employed to learn to play the game in a simple man-
ner and with a relatively small effort as compared to 
the mentioned non-neural approaches. In addition, it 
will be shown how expert rules and domain knowledge 
about the game can be integrated into a neural net-
work. 

Our proposal is based on designing . an adequate 
network architecture for evaluating each non-occupied 
board position in order to determine the next move 
[7]. The network is supposed to learn the evaluation 
function by playing a series of games against an op-
ponent and using the results as a reinforcement to ap-
propriately modify the connection weights in order to 
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improve the performance. It will be shown that th.e 
performance of the network is dependent on the qual-
ity of the opponent. 

The paper is organized as follows. Section 2 presents 
the network topology designed to learn how to evaluate 
a particular board position and to decide which move 
should be made next. In section 3 the particular rein-
forcement learning algorithm used in this architecture 
is described. Section 4 illustrates the performance of 
the developed system by presenting experimental re-
sults of the learning process. Section 5 concludes the 
paper and outlines areas for future research. 

2 Network Architecture 
The use of a neural network for playing Go-Moku is 
motivated by the fact that a human player implic-
itly tries to recognize particular patterns of pieces on 
the board for which he or she remembers sequences of 
moves to succesfully win the game or not lose it. Based 
on observations of the play of experts, a winning strat-
egy for Go-Moku is described in [3]: 

1. Find a section of the board where enough collab-
orating stones form patterns which are known to 
have a winning sequence of threats. 

2. Examine whether this potential winning sequence 
can be refuted by the opponent; if this is the case, 
search for variants of this sequence. 

3. If no potential winning sequence is found, perform 
moves which increase the potential for creating 
threats. 

Obviously, the most important feature is a threat which 
is a game situation where the attacker is able to surely 
win in one or two moves if the opponent does not do 
anything against it. For example, a possible threat 
consists of a line of five adjacent positions where any 
four of them are occupied by pieces of the attacker and 
one is empty. Another threat is formed by three adja-
cent pieces of the same colour on a line of six adjacent 
positions (see Fig. 1) . 

A winning sequence of threats is a finite number 
of consecutively generated threats leading to a dou-
ble threat which cannot be refuted by the opponent. 
Fig. 2 illustrates the development of a winning threat 
sequence. The stones without numbers represent the 
game situation to start with, and the numbered stones 
show the order of the moves performed. 

The basic idea of our approach is to design a neu-
ral architecture which allows the evaluation of each 
non-occupied board position in terms of its possibility 
to participate in building up a threat . The evalua-
tion will be performed from two different viewpoints, 
the network's own viewpoint and the viewpoint of the 
opponent. This two-sided view is realized by a tree-
shaped arrangement of two identically structured sub-
networks, each with one output unit whose activation 
value determines the importance of placing a piece on 
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Figure 3: Network Architecture for Go-Moku 
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Figure 1: Examples of Threats 

the position currently being evaluated in order to form 
a threat, as shown in Fig. 3. 

The two output units of the subnetworks (layer L4) 
are connected to the output unit of the whole network 
(the root of the tree in layer Ls). The connections 
between L 4 and L5 have fixed but possibly different 
weights to specify a bias towards attacking or defend-
ing play. A proper setting of these weights avoids the 
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Figure 2: Example of a Threat Sequence 

quite often observable effect that in promising situa-
tions many human players are anxious to attack with-
out considering defending actions anymore. However, 
according to the strategy of expert Go-Moku play-
ers the attacking weight should nevertheless be much 
larger than the defending one. The output unit of the 
network additively combines the weighted activations 
of the units in L4 to determine the final network eval-
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uation of the board position currently investigated. 
After all non-occupied positions have been evaluated 

in this way, the board position with the highest net-
work output value is selected as the next move. If there 
are several equally high values, which is especially true 
in early stages of the game, one of them is chosen ran-
domly. 

Since the two subnetworks in the tree operate in an 
identical manner, it is sufficient to describe the func-
tionality of only one of them. To evaluate a given, non-
occupied board position (x, y), the 56 board positions 
surrounding (x, y), as shown in Fig. 4, are considered 
and used as the network input. This is in contrast to 
neural approaches to other games, such as Go [20] and 
chess [26], where the entire board forms the input to 
a network. The reasons for being able to restrict our-
selves to an adequate neighborhood of a non-occupied 
board position and therefore keep the dimension of the 
input vectors to the network small, are the rotational 
and transitional symmetries of threats, unlike in e.g. 
chess, where the pieces have different values depending 
on the current game situation. 

All board positions in this window-like neighbor-
hood of (x, y) are appropriately encoded, resulting in 
a vector where each component represents a particular 
position, with different values indicating if the posi-
tion is empty (0.25), outside the border of the board 
(0.0) in the case (x, y) is near the border, occupied by 
a piece of its own colour (1.0) or the colour of its op-

ponent (0.0). For each non-occupied board position 
(x, y) there is one such vector which is presented to 
the 56 input units of the subnetwork. 

The input units have different numbers of connec-
tions to the units in layer L2; these are so called II-
units, i.e. their outputs Yi are computed as the product 
of the connected inputs Xj, assuming that the connec-
tion weights are fixed to a strength of 1.0: 

Yi =IT Xj 
j 

Each of the first 20 units in L2 has 4 connections to 
subsets of input units representing all horizontal, ver-
tical and diagonal chains of positions with length 5 
(including (x, y)) in the star-shaped environment of 
(x, y), as shown in Fig. 4. If any of these chains of 
positions are occupied by stones of the same colour, 
(x, y) must be selected to directly win (or not lose) 
the game. These units reflect the desire to search for 
board positions where threats or double threats can be 
created or a winning line of 5 adjacent stones of the 
same colour can be achieved. 

The remaining 20 units of layer L2 are used to con-
nect subsets of input units representing other chains of 
5 positions which are not part of the star environment 
of (x, y), in order to possibly improve the positional 
evaluation of (x, y). These units provide the knowledge 
required to enable the attacker to create sequences of 
threats as a result of trying to find crossings between 
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the new chains and those of the star. The three basic 
chains of 5 positions represented by the units in this 
part of L 2 are shown in Fig. 4. Due to symmetries, the 
first of these is present 8 times within the input envi-
ronment, the second 4 times, and the third 8 times. 
The reason for not using layer L 2 to simply represent 
all possible combinations of chains of 5 positions within 
the input environment is mainly to keep the learning 
time small. 

The units in L 2 are asymmetrically connected to the 
24 IT-units in layer L3 . Additionally, the star envi-
ronment is directly connected to the output unit of 
the subnetwork (L4 ). The units in layer £3 repre-
sent strategically important patterns which are formed 
by multiple chains of 5 positions, as shown in Fig. 4. 
These patterns identify board positions in the environ-
ment of (x, y) where threat sequences can be obtained. 
They are important, because placing a piece on (x, y) 
may not directly but later lead to a victory. The first 
of these consists of 3 chains and contains one new chain 
not present among the chains already considered by the 
star-shaped environment in L2 , the second one consists 
of 4 chains and contains two new ones, and the third 
also consists of 4 chains and contains two new ones. 
Because of symmetries, each of these three patterns 
is present eight times in the environment of a board 
position to be evaluated. 

Since in our coding scheme the board positions are 
represented by values between 0 and 1, a IT-unit with a 
larger number of connections (in £3 there are up to 14 
connections) would get a weaker activation than a IT-
unit with fewer connections. To eliminate this effect, 
the activations are multiplied by a normalizing factor 
which is dependent on the number of connections. This 
factor may be regarded as a fixed bias for the IT-units. 

The final layer of the subnetwork is the output layer 
with the single additive output unit. It has trainable 
connections to all units in the preceeding layer £3 and 
fixed connections to the part of the IT-units in layer 
L2 which represents chains of five positions (including 
(x,y)) in the star-shaped environment of (x,y). Since 
the higher topological distance between positions on 
the diagonals of the star leads to some advantages in 
game play [1], the connections of IT-units representing 
diagonal chains are weighted with v'2 instead of 1.0. 
The fixed connections propagate the values of IT-units 
in layer L 2 directly to the output unit and force the 
network to recognize the importance of ( x, y) in order 
to possibly win (or not lose) the game in the next move. 

In some sense, all connections with fixed connec-
tion strengths linked to the IT-units may be regarded 
as some sort of basic knowledge which is provided to 
the network about the game, similar to a novice hu-
man player to whom the rules of the game are ex-
plained. The IT-units provide only those chain of po-
sitions which allow the formation of 5 adjacent stones 
of the own colour. This is because an opponent's piece 
will, through its coding of 0.0, yield an activation value 
of 0.0 in the corresponding IT-unit. 

The outputs produced by the IT-units for chains of 
board positions in which only a few positions are occu-
pied is strongly dependent on the coding value selected 
for the non-occupied board positions. The determina-
tion of the most appropriate value (set to 0.25 in our 
proposal) is quite difficult, and probably differs during 
the game. An upper limit can be obtained by compar-
ing the two game situations a) and b) shown in Fig. 5, 
where it is obvious that p1 has to be selected next. 

a) 
pi " ' 

b) 

p2 ,/ 

y 

Figure 5: Two Possible Game Situations 

Considering only the IT-units which involve the oc-
cupied positions of the star-shaped environment of p1 

and pz leads to an activation of 1 + 5x4 for p1 and 
3x + x2 + x3 + x4 for pz at the output unit of the 
attacking subnetwork, with x representing the coding 
value of a non-occupied board position. Since the acti-
vation for the investigated position P1 has to be higher 
than for any other position in order to ensure that p1 
is selected as the next move, an upper limit of x < 0.31 
is obtained. 

3 Learning to Play 
Learning is aimed at optimizing the evaluations of 
board positions produced by the network. It is car-
ried out as follows. First, the connection weights be-
tween £3 and £4 are initialized to random values and 
the network plays a set of games against an opponent. 
The moves of all of these games are recorded. Second, 
the recorded moves are used as input vectors for the 
training phase. All games are then played again by the 
network alone. Since it is impossible to decide which 
moves are responsible for having won or lost a game, 
all moves of the winner are learned. 

This approach to the temporal credit assignment 
problem is not as elegant as the solution offered by 
the temporal difference learning algorithm, which pro-
vides the possibility of assigning particular credit to 
individual actions during self-play learning. However, 
in our case temporal difference learning is not appro-
priate, because the proposed network is only exposed 
to a mask which is moved over the board while evaluat-
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procedure LearnGame; 
begin 

read a recorded game; 
foreach move of the winner 
do begin 
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let the network compute the next move related to the current game situation; 
if (proposed move = recorded move) 

reward the move of the network by updating the weights Wj by (1) with o =f.> O; 
else 

let a be the output value of the network for the recorded move; 
let b be the output value of the network for the proposed move; 
compute 1J = la- bl; 
set o = +7J as the reward for the recorded move; 
set o = -1} as the penalty for the proposed move; 
compute tlwj for the recorded and the proposed move by (1); 
update the weights Wj by adding tlwj; 

endif; 
end; 

end; 

Figure 6: The Reinforcement Learning Algorithm 

ing each board position. This leads to very noisy input 
data and especially no stable order of input patterns, 
which temporal difference learning intends to obtain by 
putting temporally successive predictions more closely 
together. The reinforcement scheme developed in our 
approach rewards all moves of the winner, since it is 
assumed that for each move of the winner the selected 
board position is correctly ranked as the highest among 
all possible board positions. The distance to the next 
highest board position in that move, as well as the ab-
solute output evaluation is not interesting. This corre-
sponds to the discussion of absolute and relative errors 
in temporal difference learning [25]. 

Our learning scheme works as follows. With the 
current weights, the network produces an evaluation 
for the present situation of the winner. The proposed 
move is compared to the move of the winner recorded 
in the game protocol. If the move determined by the 
network is different from that of the winner, the move 
of the network is penalized, and the move of the winner 
is rewarded. This penalty-reward mechanism is real-
ized by a reinforcement learning algorithm for modi-
fying the connection weights between La and L4 . The 
reward is set to the highest evaluation of a board po-
sition (i.e. the proposed move) computed by the net-
work, and the penalty is set to the network output 
produced for the recorded move of the winner. 

In order to perform the weight modification, the dif-
ference between the output values of the subnetwork 
(L4 ) for the input vectors representing the network's 
r'uove and the winner's move is computed. The ab-
solute value of this difference is then returned to the 
output unit of the subnetwork as the error signal. For 
the move of the ~inner the error o gets a positive sign, 
since the evaluation must be increased; for the move 
proposed by the network o gets a negative sign. Fi-

nally, the weights Wj of the connections between L4 
and La are modified according to a particular delta rule 
[15] which is proportional to the connection weights it-
self: 

tlwj (t) = a · o(t) · Yj (t) · Wj (t) (1) 

where a > 0 is a learning parameter and Yi(t) is the 
output of the unit j in La. 

The modification of the weights is carried out after 
both moves, i.e. the move of the winner and the move 
proposed by the network, have been processed. This 
ensures that the weights of the network do not change 
during the computation of tlwj(t) for the two moves. 

In this way, the network learns the better moves of 
the winning opponent and can therefore improve its 
performance. In addition, not only the moves differing, 
but also the moves equal in both the network and the 
opponent are learned with a small positive error value 
in order to reward an already correct move proposed 
by the network. This kind of reward is also applied 
to all moves of the games won by the network. The 
proposed learning algorithm is summarized in Fig. 6. 

As already mentioned, the best strategy of playing 
Go-Moku is to simply search for winning threat se-
quences. In most cases, this kind of determinism may 
not allow the full exploitation of the state space of the 
game during the learning phase. Two kinds of random-
ness have been introduced to enlarge the visible state 
space of moves when playing a series of games dur-
ing training: (a) each evaluation of a board position is 
decreased by a little random value taken from an inter-
val which itself decreases with the number of learned 
games, and (b) board positions which have equal eval-
uations are selected randomly. 

Although through the IT-units some knowledge is al-
ready implemented in the network, a reliable teacher is 
needed to improve its performance . It is obvious that 
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in our approach the learnable behaviour is dependent 
on the quality of the teacher. If the teacher is not 
strong enough, the network might not be able to learn 
anything, but a too strong teacher might drive the net-
work into suboptimal states, similar to a human novice 
player who has many difficulties to fully understand 
the moves of a professional player. Consequently, the 
choice of an appropriate teacher is an important issue 
in an opponent-based training approach [5] . 

4 Implementation 
m a nee 

and Perfor-

The proposed network has been implemented in Con 
different machines (DEC Alpha, SUN Sparcstation 10, 
IBM RS 6000) [14] . In addition, a simple graphical 
user interface for playing Go-Moku and performing the 
training phase has been developed. 

The behaviour of the proposed network was inves-
tigated in several series of games. The training phase 
consisted of two stages: In the first stage, a randomly 
initialized network played 50 games against an op-
ponent and the number of games won or lost were 
recorded. In the second stage, a total of 100 games 
was played against the opponent, and after each game 
the corresponding moves were learned according to the 
procedure described in the previous section. Then, 
with the improved network the two stages were re-
peated for the next series of games. To perform both 
stages of a series of games about 34 minutes were re-
quired on a SUN Sparcstation 10 (9 minutes for stage 
1, 25 minutes for stage 2). 

The following Go-Moku playing opponents were 
used to train the network: 

1. a random move generator (called Random); 

2. a simple Go-Moku program (called Hardnet) 
which only considers the star-shaped environment 
of 4 pieces to evaluate a non-occupied board po-
sition; 

3. the strong playing public-domain program 
XMake5 [10] which is based on game tree search 
strategies. 

Throughout the test games, Hardnet served as an 
index to measure the performance. 

Several experiments have been performed to demon-
strate the viability of our proposal. 

In the first experiment, a simpler network than the 
one described above was used to examine the suit-
ability of temporal difference learning in evaluating a 
non-occupied board position. This network consists 
of three layers, an input layer with 56 units (one for 
each board position in the environment of (x, y)), a 
second layer with 20 IT-units representing all possible 
chains of 5 adjacent positions in the star-shaped en-
vironment of (x, y), and an output layer with a single 
additive unit having trainable connections to the pre-
ceeding layer. The temporal difference algorithm was 

applied in a self-play learning mode which has succes-
fully been used in other board games [19, 20, 25]. The 
results of 10 series of games (i.e. 1000 training games) 
were disappointing, since the network did not succeed 
in improving its playing performance against Hardnet 
as the test opponent. The scores at the beginning of 
the experiment and the end of the training phase were 
the same (0:50, where x : y denotes the games won by 
the network (x) vs. the games won by Hardnet(y)). Al-
though other investigations have been reported which 
require several hundred thousands of training games 
to obtain satisfactory results with temporal difference 
learning [20, 19, 25], it does not seem to be suitable 
for our approach. 

In the second experiment, the coding value of the 
non-occupied board position was investigated, since it 
has a large impact on the performance of the network 
during the learning phase. With the simplified network 
used in the first experiment, trained via the proposed 
reinforcement learning algorithm against Hardnet, the 
following results were obtained: 0:50 to 9:36 for a cod-
ing value of 0.1, 0:50 to 22:24 for a coding value of 
0.25, and 0:50 to 0:50 for a coding value of 0.5. Since a 
value of 0.25 produced the best results, this value was 
used in all the remaining experiments. 

Fig. 7 shows the results of the training and test 
stages of the simplified network for a coding value of 
0.25 graphically. The left part shows the performance 
during the 50 test games which were played after hav-
ing trained the network for each set of 100 training 
games. The black area directly above the x-axis indi-
cates the number of games won by the network when 
it started the game, the white area above it indicates 
the number of games won by the network when Hard-
net started the game, the grey area shows the number 
of games which ended as a draw, the white area above 
the grey area indicates the number of games won by 
Hardnet when the network started the game, and the 
black area of the latter indicates the number of games 
won by Hardnet when it started the game. 

The right part of Fig. 7 illustrates the training phase. 
In this case, the dark grey area shows the number of 
games won by the network, the middle grey area indi-
cates the number of games which ended as a draw, and 
the light grey area shows the number of games won by 
Hard net. 
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Figure 7: Results for the Coding Value of 0.25 for the 
Non-Occupied Board Positions 
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In the remaining experiments, the network presented 
in this paper was used to evaluate the proposed learn-
ing paradigm with dependence upon different oppo-
nents. 

Using the Random player both as the trainer and 
the test opponent, the network started and ended the 
training with a score of 50:0, i.e. it did not seem to have 
learned anything at all. The reason for this result is 
obvious: since the network initially wins all games due 
to the knowledge it already has about the game, its 
own moves are always slightly rewarded by the pro-
posed learning scheme, such that its performance will 
never drop below its initial playing capabilities. 

Trained and tested against Hardnet, the perfor-
mance of the network decreases from initially 28:16 to 
L8:24 (see Fig. 8). Since due to its initial knowledge the 
network obviously is a stronger player than Hardnet, 
the performance of the network decreases during train-
ing. The network adapts its behaviour to the playing 
quality of the weaker opponent. However, this only 
happens when the opponent is somewhat competitive; 
as shown above, for a very weak opponent like Random 
t his effect does not occur. 

50 
"' ! 
c 
~ 

10 

100 1000 learned games 100 1000 learned games 

Figure 8: Network Trained by and Tested Against 
Hardnet 

The trained network, retrained by Random, kept 
its performance against Hardnet. Similar to the re-
_ult above, all games ended quickly and were won by 
the network against the Random player, such that the 
moves of the trained network were slightly rewarded 
when the games were replayed. 

When XMake5 (which convincingly beats Hardnet 
by 41:9) is chosen as the initial trainer of the network, 
the best playing quality against Hardnet is significantly 
.improved from 29:20 to 36:14, as shown in (Fig. 9). 
However, although the network seems to have learned 
~mme capabilities which enable it to play much better 
than Hardnet, it does not succeed in adapting its play-
ing quality to that of XMake5, since during training it 
never wins more than about 30 out of 100 games (see 
the right part of Fig. 9). A possible explanation is that 
XMake5 is too strong to allow the network to reach its 
performance. 

The importance of the opponent in our learning 
scheme can be seen when the trained network of the 
previous experiment is again retrained by Hardnet. 
The network reduces its playing quality from 36:14 to 
25 :24 (Fig. 10). 
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100 1000 learned games 100 1000 learned games 

Figure 9: Network Trained by XMake5 and Tested 
Against Hardnet 
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Figure 10: Network of Fig. 9 Retrained by Hardnet 
and Tested Against Hardnet 

It seems that the knowledge obtained from XMake5 
about the evaluation of a non-occupied board position 
is lost, such that the network reduces its playing qual-
ity to that of the inferior teacher. This is not surpris-
ing, since in the games where the network lost against 
Hardnet, the moves of Hardnet are considered to be 
better than the moves performed by the network; the 
network performance consequently decreases. 

This is the reason why in further tests, where the 
best trained network of Fig. 9 played against a copy 
of itself, no significant improvements of the playing 
quality could be achieved, although the network re-
sulting out of this series of games won 38 instead of 36 
games against Hardnet. However, there is no reason to 
assume that the network has learned something from 
itself; this effect is probably simply due to the random 
selection of positions with equally high evaluations. 

5 Conclusions 

In this paper, a neural network approach to automated 
Go-Moku playing has been presented. The approach is 
based on an appropriate network architecture for eval-
uating each non-occupied board position in order to 
determine the next move and a reinforcement learning 
algorithm for improving the evaluation function during 
a series of games played against another Go-Moku pro-
gram. It has been shown that in this learning method 
the playing performance of the network is dependent 
on the opponent; if the opponent selected as the trainer 
is too weak, the network does not learn at lill , if it is 
too strong, the network will not be able to reach its 
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best playing quality. 
There are several areas for future research. First, the 

random selection procedure used among several alter-
natives with equally high evaluations is worth investi-
gating, since an observation of the network's playing 
behaviour revealed some situations where the network 
obviously could have done better. Second, it would be 
interesting to analyze the properties an ideal trainer 
(5] should have, in order to improve the results of our 
opponent-based training approach to automated Go-
Moku playing . Finally, the pragmatic solution of the 
temporal credit assignment problem, i.e. making all 
moves of a game equally responsible for winning or los-
ing the game, is certainly improvable. However, this 
would require a detailed analysis of a large number of 
playing situations, and the importance of a particular 
move is probably hard to quantify. 
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